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Reconstruction of people flow requires a massive amount of geospatial
data. This kind of data can come in many different forms. For example
public surveys, GNSS data, CDR data. With the recent advancements in
computer vision automated detection and counting of pedestrians on photos
and videos seems to be plausible. By converting this information to
geospatial data we might have a new and very effective way to create input
data for people flow reconstruction. The most popular AI technology for this
task is a neural network.

The more hidden layers a network has the more complex functions it can
realize. This is where the expression “deep neural networks” or “deep
learning” comes from. It denotes neural networks which are deep enough to
solve rather difficult tasks. The deeper a network is though the more difficult
it is to train. There is a special neural network structure called convolutional
neural network (CNN for short) which is especially good for image
processing. With the development of CNNs many rather difficult computer
vision tasks became much easier. The detection and counting of pedestrians
is one such task.

There are fundamentally 2 different approaches for solving the task of
pedestrian counting. Object detection based solutions and density map based
solutions.

A neural network is a supervised machine learning
methodology. Supervised means that we feed the method
inputs from which it tries to estimate the correct result, and
by comparing that result to the desired output (the ground
truth) we can adjust the method to give a better estimation. A
neural network consists of a network “neurons” or “nodes”
which try to calculate a given function by combining rather
simple mathematical operations. A big enough network can
realize very complex functions such as speech recognition
or object detection.

In object detection based methods the input of the network is
an image, and the output is a list of bounding boxes which
enclose the pedestrians.

In density map based methods the input of the network
is an image, and the output is another image where every
pixel represents the pedestrian density at that point of the
image. The total number of pedestrians can be achieved
by adding up all these pixel values.

Many different networks have been developed for these kind of
problems each trying to outperform the others in some kind of metric such
as precision or mean absolute error or execution speed. What is common
about these networks is that they have been developed by being evaluated
on some commonly used datasets. These datasets usually contain images
taken from street level or near street level cameras. Thus the size of a
pedestrian is rather large on the image. In our situation the footage is taken
from a high altitude, the typical size of a target varies between 20 and 40
pixels, which is not unreasonably small but some network requires
downscaling beforehand and the downscaled targets might pose serious
difficulties to detection methods.

Because of the above the accuracy of these CNN based detection and
counting methods is lower in the case of our dataset compared to those on
which they were originally evaluated. Below is a table showing some
result from a short survey done by us on our dataset.

The most commonly used metrics for these methods are Precision and
Recall:
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TP means the number of true positive examples, that is the number of
examples where we have found the right object, while FP means false
positive count, which means that we have detected something wrong. FN
means the number of false negative examples, that is the number of things
we have missed.

The typical evaluation metric for these networks are mean average
error and root mean squared error (or sometimes just called mean
squared error):
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Where N is the number of example images, yi is the true number of
pedestrians in the ith example while yi´ is the count estimated by the
network. Due to the differences between object detection based
solutions and density map based solutions our best way to compare
them to each other is MAE and RMSE.

Method MAE MSE
SSDLite MobilenetV2 4.03 6.00

M-CNN 5.90 7.77
CSRNet 7.75 -

The average pedestrian count per image in our evaluation dataset is
slightly above 12. In the light of this we can say that most methods face
some real challenges when it comes to our dataset. The Faster RCNN
variant network performs okay. As for the rest, those may not suit our
needs. In the case of CSRNet the results are so bad that there is clearly
some algorithmic issue which makes the method unsuitable for our dataset.
If we can identify the cause of this we might be able improve the results.

We did further analysis on the method that yielded the best results to see
how it scales with the amount of training data and the congestion level. The
results of this can be seen below.
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It could have been anticipated that the accuracy will increase with the
number of training images. What is rather interesting is that the accuracy
also increases with the congestion. Our expectation would have been the
other way around considering that there are more targets to identify.

In our theory the explanation for this strange phenomenon lies within the
peculiarities of the dataset. The images are taken from a total number of
nine scenes. Out of these nine scenes two can be considered more
congested than the others. On the other hand because these scenes are
congested, about 40% of all pedestrians come from them. We believe that
the classifier is in some level context aware and since congested scenes
have a lot more training labels these contexts are learned better by the
classifier compared to less congested scenes. This theory is backed up by
the fact that the recall of the congested scenes seems to start to converge as
the image count increases while the recall of the other images keeps getting
better as the classifier can learn more of those contexts.

The above findings suggest two things. Firstly, it seems like that with
this method the number of annotations matter more than the number of
images. And secondly, it is clear that the level of congestion is a decisive
factor in the achievable accuracy. By analyzing the accuracy of the
different methods with different congestion levels we might find that some
networks are better in certain conditions while other are better in other. If
we would to combine such solutions with each other we might come up
with a method which yields a better overall result.

Neural network model example

Object detection based method

Density map based method

Scaling of recall with respect to the amount of training images and congestion levels

Initial survey results


